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 EXERCISE 2: EVALUATION OF GLOFAS FORECASTS
The aim of this exercise is to calculate and plot various scores to evaluate GloFAS forecasts against both the model water balance and observed river flow.

Step 1: Load Rstudio, and set the working directory. Type:
setwd(“C:/Users/vk906480/OneDrive/Peru FbF/GloFAS archive")
Step 2: Install and load evaluation packages. Type each of the following lines:
	install.packages("R.matlab")
library(R.matlab)
install.packages("hydroGOF")
library(hydroGOF)
install.packages("verification")
library(verification)
Step 3: We are going to run five scripts, each of which will load the data for you, similarly to exercise 1, and then calculate and plot various scores to evaluate the GloFAS forecasts. 
Observations: Need to be formatted in the same way as in exercise 1, with one column on sheet 1 containing daily observations between 01-04-2008 and 30-12-2015. If the data does not extend to 30-12-2015, please enter NA into the remaining boxes. There should be 2830 total rows in one column. 
Plots: Each script will display a plot in R. You can move back and forth between old plots by clicking on the arrows above the displayed plot. To save the plots to a folder:
	CLICK: Export  → Save as Image (Export can be found just above the plot in R)
Scores: Additional information on each of the scores can be found at the end of the worksheet.
2.1 Nash-Sutcliffe Efficiency




First, we will calculate the Nash Sutcliffe Efficiency (NSE) at a given lead time, for the time series that was plotted in exercise 1. The NSE evaluates the goodness-of-fit of the hydrological model. This score will indicate the ability of GloFAS to represent the river flow. NSE can range from -∞ to 1. If the NSE = 1, then the model is perfectly representing the water balance / river flow. 
To open the first script:
	CLICK: Files → plot_glofastimeseries_nse.r
The file should appear in one screen within Rstudio. Inside this file, at the start of the script (between two lines) the station ID and forecast lead time at which to evaluate the forecasts need to be specified: 
	MODIFY: Station ID, Lead Time
Don’t forget to save the file before running it! 
To automatically read in this data and do the calculations, type:
	source(“plot_glofastimeseries_nse.r”)
This will again show the time series you plotted in exercise 1, but for the mean only (as the NSE does not use the min and max), and the title will give the NSE for that lead time. Question 1: How well does GloFAS represent the observed flow?

2.2 Deterioration of NSE




The next step is to evaluate how the NSE deteriorates throughout the lead time of the forecast. As before, if the NSE = 1, then the model is perfectly predicting the flow, and if the NSE < 0, then the average observed flow is a better predictor than the model / there is no skill in the model. Here, we will compare the forecasts to both the model water balance and the observations. 
Note: The NSE of the forecast is calculated using the mean of the ensemble members. 
	CLICK: Files → NSE_wobs.R
	MODIFY: Station ID
We will now run this script to automatically calculate the NSE at all forecast lead times for both the GloFAS water balance and the observations, and produce a plot. Type:
source(“NSE_wobs.R”)
No observations? If you would like to do this evaluation at a station where you have no observations, the script NSE.R will do the same thing but only comparing to the GloFAS water balance (initial conditions) and not the observations. Question 2: How well is the discharge predicted throughout the 30 day lead time?

2.3 Continuous Ranked Probability Score (CRPS)





The third script calculates the CRPS of the forecast, and its deterioration over the lead time. The CRPS is often used operationally for evaluating ensemble (probabilistic) forecasts. It compares the distribution of the forecast, with the distribution of the observations (and also, in this case, the model water balance), therefore taking into account the entire ensemble.  The CRPS ranges from 0 to +∞, and a smaller value indicates a better score. 
	CLICK: Files → CRPS_wobs.R
	MODIFY: Station ID
We will now run this script to automatically calculate the CRPS at all forecast lead times for both the GloFAS water balance and the observations, and produce a plot. Type:
source(“CRPS_wobs.R”)
No observations? If you would like to do this evaluation at a station where you have no observations, the script CRPS.R will do the same thing but only comparing to the GloFAS water balance (initial conditions) and not the observations.
Question 3: How well does the ensemble perform throughout the 30 day lead time?


 2.4 Earliest forecast of a flood event




In this exercise, we will ask you to provide the script with a known flood event in your region of interest. You will also need to provide the station ID for the forecast. We will then look at how many days in advance the GloFAS water balance during this event was forecast. It is also possible to choose the certainty of the forecast. So for example, we can see how many days in advance an event was forecast by at least 60% of the ensemble members. These calculations are done using the GloFAS water balance rather than observations, but observations are also plotted for interest to compare the evolution of the observations with the evolution of the forecast. 
CLICK: Files → event_leadtime_wobs.R
MODIFY: Flood event date, Station ID, Forecast certainty
This script will produce a plot of the earliest forecast of the flood event, and show on the number of days in advance the flood was forecast. To run the script, type:
	source(“event_leadtime_wobs.R”)
No observations? If you would like to do this evaluation at a station where you have no observations, the script event_leadtime.R will do the same thing but only using the GloFAS water balance (initial conditions) and not the observations.
Question 4: How many days in advance did GloFAS forecast the event?
Question 5: How similar was the forecast evolution to the evolution of the observed flow?

2.5 Receiver Operating Characteristic (ROC)





For this exercise, we will plot a Receiver Operating Characteristic (ROC) curve, which measures the ability of the forecast to discriminate between events and non-events. The perfect result would be a line which travels from bottom left to top left, and then from top left to top right. The diagonal line indicates no skill. The ROC area ranges from 0 to 1, where 0.5 indicates no skill, and the perfect score is 1. The ROC does not indicate reliability of the forecast, but does give an indication of the potential usefulness of the forecast. 
Note: In this exercise, we have characterised an “event” as the 90th percentile of the climatology (based on either the model water balance, or the observations). 
	CLICK: Files → ROC_wobs.R
	MODIFY: Station ID, lead time, Water Balance/Obs., Percentile (optional)
A ROC curve will be produced either for the forecast compared to the model water balance, or compared to the observations. You can produce both by running the script twice, changing just “wbobs” at the top of the script. Don’t forget you can look at previous plots by clicking on the arrows above the plot. 
The script will also show the value of the ROC area, and the total number of events and non-events (these will vary slightly depending on whether you are comparing to the model water balance or the observations). To run the script, type:
	source(“ROC_wobs.R”)

No observations? If you would like to do this evaluation at a station where you have no observations, the script should be run once with “wbobs” set to “wb” at the top of the script. 
Question 6: What does the shape of the ROC curve say about the forecast skill?
Question 7: Is the number of events similar in the water balance and observations?
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Answers the question: How well does the forecast predict the observed time series? 
Range: -∞ to 1.  Perfect score: 1. 
Characteristics: Frequently used to quantify the accuracy of hydrological predictions. If E=0 then the model forecast is no more accurate than the mean of the observations; if E<0 then the mean observed value is a more accurate predictor than the model. The NSE is biased towards high flows.
Continuous Rank Probability Score (CRPS)
 



Where, Fif(x) is the forecast probability cdf for the ith forecast case and Fio(x) is the observation, expressed as a cdf.
Answers the question: How well did the probability forecast predict the observation?
Range: 0 to +∞.  Perfect score: 0. 
Characteristics: The diagram on the right below shows schematically the computation of the CRPS, which is the total area between the cdf of the forecast and the cdf of the observation. One advantage of the CRPS is that it reduces to the mean absolute error (MAE) if the forecast is deterministic. In practice, this makes it possible to compare an ensemble forecast with a deterministic forecast of the same variable in a consistent fashion.













Relative Operating Characteristic (ROC)
 

Plots hit rate (probability of detection, y axis) vs false alarm rate (x axis), using a set of increasing probability thresholds (for example, 0.05, 0.15, 0.25, etc.) to help make the yes/no decision. The area under the ROC curve is frequently used as a [image: Relative operating characteristic (ROC)]score.

Answers the question: What is the ability of the forecast to discriminate between events and non-events?
ROC: Perfect: Curve travels from bottom left to top left of diagram, then across to top right of diagram. Diagonal line indicates no skill. 
ROC area: Range: 0 to 1, 0.5 indicates no skill. Perfect score: 1
Characteristics: ROC measures the ability of the forecast to discriminate between two alternative outcomes, thus measuring resolution. It is not sensitive to bias in the forecast, so says nothing about reliability. A biased forecast may still have good resolution and produce a good ROC curve, which means that it may be possible to improve the forecast through calibration. The ROC can thus be considered as a measure of potential usefulness. The ROC is conditioned on the observations (i.e., given that an event occurred, what was the corresponding forecast?). 
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